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Chapter 3

Representativeness of WSD systems

3.1 Introduction

For decades, the WSD task has been addressed actively. Many different approaches have been
proposed over the years. Some approaches focus only on the local context, whereas others
emphasize the global context (up to the document level). Some use the knowledge in lexical
databases, where others focus mainly on annotated data to create meaningful representations.
Finally, a wide variety of algorithms is used to extract information from unannotated data to
assist in addressing the WSD problem.

WSD systems are evaluated by comparing their output to human annotation. The goal is to
achieve human competence on the task, mostly by means of including new algorithms, new
features or more (annotated) data. We learn from these evaluations that the best WSD systems
have an error rate of 25%, which means that the task is not considered solved.15

Some papers provide an analysis of the errors that WSD systems make. For example,
Snyder and Palmer (2004) and Navigli (2009) discuss that supervised systems tend to perform
better than unsupervised approaches. Also, Pradhan et al. (2007a) report the performance per
part of speech, discussing that verbs tend to be more challenging to disambiguate than nouns.
Finally, Preiss (2006) conducted a detailed analysis of the participating systems of Senseval-2:
All-Words and Verb Lexical Sample (Palmer et al., 2001). They found a small correlation
between polysemy and the correctness of a system. Besides, they showed that higher sense
frequencies tend to correlate with better performance.

The WSD field has remained active since the publication of the papers that analyze the
errors that WSD systems make. Many new systems have been developed as well as new
evaluations have been created, which raises the question as to whether the observations on the
system output of older evaluations still hold on the newer evaluations. Is it the case that newer
systems and evaluations are representative for more linguistic phenomena than the older ones?
In this chapter, we reflect on the WSD research by analyzing both the overall performance
through the years as well as a performance analysis of WSD systems on various properties of
these evaluations. The main research question we put forward in this chapter is:

How representative are current WSD systems for the WSD task?

We provide evidence for this research question by performing two types of analyses:
First, we provide an overview of the best performing WSD systems through the years and

discuss the trends of the performance of these systems. We show that improvement has been
quite limited, meaning that the overall performance has not increased substantially.

15The website of the WSD evaluation framework from Raganato et al. (2017a) provides an overview of the
evaluation results of popular WSD systems.
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Second, we present a systematic performance analysis of the system submissions to the
most popular all-words Senseval and SemEval WSD evaluations at the instance level. The
primary goal is to study how systems perform on various properties of the semantic evalua-
tions. For example, we are interested in analyzing the errors of preprocessing steps such as
tokenization and lemmatization. In addition, we analyze whether WSD systems perform better
on frequent expressions and meanings than on low-frequent ones. In our analyses, we observe
that preprocessing steps were a source of errors in the earlier semantic evaluations, but that
these are no longer needed in later evaluations since the tokenization and lemmatization are
provided in those. The most striking observation of our experiments comes from analyzing
the popularity aspect of expressions and meanings.16 Systems excel at identifying popular
meanings, whereas they underperform on unpopular meanings. The current problem space
for WSD systems consists mostly of low-frequent meanings for which there is a relatively low
amount of information available.

In Section 3.2, we introduce the main components of the WSD task. In Section 3.3, we
discuss the trends of the performance of WSD systems over the years, after which we present
the performance analysis in Section 3.4. Finally, we discuss and conclude this chapter in
Sections 3.5 and 3.6, respectively.

3.2 Main Components WSD task

In this section, we introduce three important components of the WSD task. First, we introduce
lexical databases in Subsection 3.2.1, followed by the introduction of two types of corpora that
contain annotations of information in these lexical databases. The annotated corpora discussed
in Subsection 3.2.2 are mostly used for creating meaning representations, whereas the corpora
discussed in Subsection 3.2.3 are mostly used for evaluation purposes.

3.2.1 Lexical databases

Lexical databases contain a joint representation of lemmas (the base form of a word), their
senses, and the relation between the senses. Two popular lexical databases are WordNet (Miller,
1995; Fellbaum, 1998; Miller, 1995) and BabelNet (Navigli and Ponzetto, 2012). Since the
first release of WordNet, i.e., version 1.5, in 1995, it has played a vital role in WSD since it
provides WSD systems and semantic evaluations with a rich representation of lemmas and
their senses. We will use the lemma communication as a noun as an example of the structure
in WordNet, for which it lists three possible senses: communication.n.1, communication.n.2,
and communication.n.3. WordNet uses so-called sensekeys to encode senses, e.g., communi-
cation%1:10:01:: is the sensekey of the first sense of the lemma communication as a noun.17
The senses of a lemma are ranked based on their frequency of occurrence in annotated data
(see Subsection 3.2.2 for more information on annotated data). If no frequency information
was available, the ranking has been based on the intuition of the WordNet creators. The sense
with rank 1 of an expression is the Most Frequent Sense (MFS). We consider all senses with
ranks of 2 or higher as part of the Less Frequent Senses (LFS). The polysemy of a lemma is
determined per part of speech (POS) class, i.e., the syntactic category. WordNet considers the

16We use the information in the lexical resource WordNet to determine the popularity of a meaning. We refer to
Subsection 3.2.1 for more information.

17We refer to https://wordnet.princeton.edu/documentation/senseidx5wn for more information about
what is encoded in a sensekey.
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following parts of speech: noun, verb, adjective, and adverb. A lemma is monosemous if a
lemma in a syntactic category can only refer to one sense, e.g., abyss as a noun only refers to
the sense of ‘a bottomless gulf or pit; any unfathomable (or apparently unfathomable) cavity
or chasm or void extending below (often used figuratively)’. A lemma in a syntactic category
with two or more senses is polysemous. For example, the expression Austrian is considered
monosemous since the lemma refers to only one adjectival word sense (‘of or relating to
Austria or its people or culture’) and only one noun sense (‘’a native or inhabitant of Austria’).
The lemma aglet is considered polysemous since it refers to two noun senses (‘’metal or plastic
sheath over the end of a shoelace or ribbon’ and ‘ornamental tagged cord or braid on the
shoulder of a uniform’).

The wealth of WordNet is mostly found in the many relations between senses. For our
example lemma communication, we show the WordNet structure in Figure 1. The most
important relation in WordNet is the synonymy relation. For example, the first sense of
communicating, e.g., communicating.n.01, is a synonym of the first sense of communication,
which means that they represent the same concept. A set of synonyms in WordNet is called a
synset. A combination of a synset offset and its part of speech are typically used as identifiers
for synsets, e.g., 13792842-n for the third sense of communication. It is not uncommon to also
encode the language and the WordNet version in the synset identifier, as shown in Figure 1.
At the synset-level, WordNet provides a definition and often usage examples for each synset.
The second most popular relation is the hyponymy/hypernym relation, also called the is-a or
type-of relation. A hypernym is the more general term of the hyponym and vice versa. Each
semantic relation in WordNet adds to the richness of the representation.

entity.n.1
eng-30-00001740-n

abstraction.n.6, abstract_entity.n.1
eng-30-00002137-n

  hypernym

psychological_feature.n.1
eng-30-00023100-n 

  hypernym

communication.n.2
eng-30-00033020-n 

  hypernym

relation.n.1
eng-30-00031921-n 

  hypernym

event.n.1
eng-30-00029378-n

  hypernym

act.n.2, deed.n.2, human_action.n.1, human_activity.n.1
eng-30-00030358-n

  hypernym

communication.n.1, communicating.n.1
eng-30-06252138-n

  hypernym

connection.n.1, connexion.n.2, connectedness.n.2
eng-30-13791389-n

  hypernym

communication.n.3
eng-30-13792842-n

  hypernym

Figure 1: Excerpt of the WordNet structure for the senses of the lemma communication as a
noun.
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Finally, we provide some statistics about WordNet 3.0, which contains lemmas with the
following parts of speech: nouns, verbs, adjectives, and adverbs. In total, there are 117,659
synsets and 206,941 senses.18 Approximately 70% of all synsets are nouns, making it the
most frequent part of speech. Finally, the average polysemy in WordNet is 1.25 including
monosemous lemmas and 2.50 excluding monosemous lemmas.

BabelNet is a lexical database that has been built by aligning many existing WordNets into
one resource. Also, entities have been added. BabelNet 4.0 contains lexical information for
284 languages with close to 16 million meanings.

3.2.2 Annotated corpora

Various corpora have been annotated with senses or synsets from lexical databases. After the
first WordNet release, two corpora have been annotated manually.

• SemCor (SC) The Semantic Concordance (Miller et al., 1993), is a corpus containing
approximately 240,000 sense annotations. The tagged documents originate from the
Brown corpus (Francis and Kucera, 1979) and cover various genres. The corpus contains
annotations for more than 20,000 lemmas.

• The DSO corpus (Ng and Lee, 1996) contains 192,800 annotations of 121 nouns and 70
verbs. The texts originate from the Brown corpus and the Wall Street Journal.

In the years after these two first corpora, many corpora have been annotated either manually or
(semi-)automatically or a combination of the two. The two most popular corpora among these
are:

• Princeton WordNet Gloss Corpus (GC) The Princeton WordNet Gloss Corpus, or GC,
is a particular sense annotated corpus.19 It does not contain annotations of natural text in
documents, but of the WordNet glosses. The corpus contains more than 310,000 annota-
tions, which is significantly more than in SemCor. Annotations exist for approximately
15,000 lemmas, which is less than in SemCor.

• OMSTI (Taghipour and Ng, 2015) contains one million sense annotations automatically
tagged by exploiting the English-Chinese part of the parallel MultiUN corpus (Eisele
and Chen, 2010). A list of Chinese translations was manually created for each WordNet
sense. If the Chinese translation of an English word matches one of the manually curated
translations for a WordNet sense, that sense is selected.

For a comprehensive overview of annotated corpora, we refer to Petrolito and Bond (2014)
and Pasini and Camacho-Collados (2018).

18The following site was used for the statistics: https://wordnet.princeton.edu/documentation/
wnstats7wn.

19The corpus can be found athttps://web.archive.org/web/20180217080117/http://wordnet.princeton.
edu/glosstag.shtml.
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3.2.3 WSD Semantic evaluations

Senseval-1 (Kilgarriff and Palmer, 2000) marked one of the first times that the performance of
different WSD systems was compared against each other. Since then, many different tasks have
been organized as part of the Senseval and SemEval series. These competitions evaluate the
WSD performance of systems either through an all-words task or a lexical sample task. In
an all-words task, the task consists of tagging all expressions in a document with a meaning,
whereas lexical sample tasks are restricted to selected occurrences for a preselected set of
lemmas. Although lexical sample tasks can provide us valuable insights for a small number of
expressions, we claim that all-words tasks are a more natural way of evaluating WSD since they
cover more expressions, more meanings, and are a more natural way of how disambiguation is
performed. We will thus focus only on all-words tasks. There have been six all-words tasks as
part of the Sensevaval and SemEval series:

• Senseval-2: All-Words and Verb Lexical Sample (Palmer et al., 2001) (se2-aw) The corpus
includes three articles from the Wall Street Journal.

• Senseval-3 Task 1: The English All-words task (Snyder and Palmer, 2004) (se3-aw) Two
articles from theWall Street Journal and one excerpt from the Brown corpus were annotated.
Each text represented a different domain: editorial, news story, and fiction.

• SemEval-2007 Task-17: English Lexical Sample, SRL and All Words (Pradhan et al.,
2007a) (se7-aw) Three articles from the Wall Street Journal were annotated, covering the
following domains: homelessness, about a book on corruption, about hot-air ballooning.

• SemEval-2010 Task 17: All-words Word Sense Disambiguation on a Specific Domain
(Agirre et al., 2010) (se10-aw) Three texts were annotated on the environment domain.

• SemEval-2013 Task 12: Multilingual Word Sense Disambiguation (Navigli et al., 2013)
(se13-aw) The corpus contains 13 documents from the workshop on Statistical Machine
Translation (WSMT).20 The domains covered range from sports to financial news.

• SemEval-2015 Task 13: Multilingual All-Words Sense Disambiguation and Entity Linking
(Moro and Navigli, 2015) (se15-aw) In the English part of the task, four documents have
been annotated. The topic of two documents is medical information about drugs. One
document is part of the manual of a mathematical graph calculator called Kalgebra. The
last document contains a formal discussion about social issues.

Raganato et al. (2017a) created a unified evaluation framework for most of the all-words tasks.
For each all-words task, the following steps were performed:

1. all annotations are mapped to WordNet 3.0

2. all annotations that could not be mapped were manually checked, and re-annotated or
removed whenever necessary

3. all annotations of auxiliary verbs were removed
20http://www.statmt.org/wmt12/
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We add the suffix -v2 to the name of a semantic evaluation to indicate that we refer to
the updated version. se2-aw-v2, se3-aw-v2, se7-aw-v2, and se15-aw-v2 refer to the updated
versions of se2-aw, se3-aw, se7-aw, and se15-aw, respectively. For se13-aw, the updated
version is identical to the original one since the original task already used WordNet 3.0 and
did not contain auxiliary verbs. In addition, se10-aw was not included in the framework of
Raganato et al. (2017a), and thus no updated version is available.
Descriptive statistics have been computed for all corpora. These statistics can be found in
Table 2.

task WordNet version POS # docs # instances
se2-aw 1.7 adjectives, nouns, adverbs, verbs 3 2,473
se2-aw-v2 3.0 adjectives, nouns, adverbs, verbs 3 2,282
se3-aw 1.7.1 adjectives, nouns, adverbs, verbs 3 2,041
se3-aw-v2 3.0 adjectives, nouns, adverbs, verbs 3 1,850
se7-aw 2.1 nouns, verbs 3 465
se7-aw-v2 3.0 nouns, verbs 3 455
se10-aw 3.0 nouns, verbs 3 1,398
se13-aw 3.0 nouns 13 1,644
se15-aw 3.0 adjectives, nouns, adverbs, verbs 4 1,119
se15-aw-v2 3.0 adjectives, nouns, adverbs, verbs 4 1,022

Table 2: Main characteristics of the Senseval and SemEval test sets. For each test set, the
following information is shown: the WordNet version, the parts of speech (POS), the number
of documents (# docs), and the number of instances (# instances), i.e., the number of annotated
expressions.

Table 2 presents the main characteristics of the semantic evaluations. We observe a trend
moving away from all parts of speech towards only evaluating on nouns and verbs. In addition,
we observe that most evaluations only contain three documents. Moreover, the number of
instances is relatively low, which is most likely due to the time-consuming nature of manually
tagging large amounts of data.

The output from aWSD system is typically evaluated using the standardmetrics of Precision,
Recall, and F1. For clarity, we repeat here the formulas for these metrics as described in Navigli
(2009).

Precision =
# correct answers provided

# answers provided
(1)

Recall =
# correct answers provided
total # answers to provide

(2)

F1 =
2PR

P +R
(3)

Since most WSD systems provide answers to all instances of an evaluation, typically
Precision, Recall, and F1 are the same.
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3.3 Trends in overall performance

In this section, we first provide an overview of WSD systems, followed by an analysis of the
development of the overall performance of WSD systems.

3.3.1 WSD systems

WSD systems are commonly categorized according to their usage , or lack thereof, of lexical
databases, annotated data, and unannotated data (Navigli, 2009). Knowledge-based systems
exploit the information in lexical databases, e.g., the relations between synsets in WordNet or
BabelNet, whereas knowledge-poor systems do not make use of this information. Moreover,
supervised systems make use of annotated data to train classifiers, whereas unsupervised
systems rely on raw text without any preassigned meaning. If a system only uses annotated
data to perform WSD, we call this fully supervised, whereas semi-supervised refers to the
situation where a system makes use of both annotated and unannotated data. In this subsection,
we provide an overview of WSD systems. We describe the top-3 submissions for each WSD
semantic evaluation. Also, we discuss the most popular systems for each WSD category.
We hereby acknowledge that this overview will not be exhaustive, but it serves the goal of
discussing the WSD research by means of its most popular systems.

Fully supervised

There are a large number of fully supervised systems, which predominantly make use of
SemCor as annotated data.

The “It Makes Sense” (IMS) WSD system (Zhong and Ng, 2010) makes use of linear
support vector machines with local contextual features, which are surrounding tokens, part
of speech tags, and collocations in a window around the target word. The same authors also
created the OMSTI corpus (Taghipour and Ng, 2015), which was used to enrich their training
data.

The original IMS system was also trained on the SemCor, OMSTI, and DSO corpora and
evaluated on various WSD evaluations. We will call this system IMS-1M.

An earlier version of the IMS system participated in se7-aw, which was then calledNUS-PT
(Chan et al., 2007).

The AVE-Antwerp system (Hoste et al., 2001) is a word-expert WSD system, which
contains four subcomponents. The first two subcomponents make use of memory-based
learning, whereas the third subcomponent is trained with a rule-learning algorithm. The first
subcomponent makes use of the word forms and parts of speech in a window of three word
forms to the left and the right of the target lemma. The instance most similar to the target
context is chosen according to the memory-based learning software TiMBL (Daelemans et al.,
2000). The second subcomponent is also trained using TiMBL, but here the information about
possible senses of content words is also incorporated. Finally, the third subcomponent is
trained using a rule-learning algorithm for which local contextual features are used. All of
the first three subcomponents use SemCor as training data. The fourth subcomponent is the
MFS of the target lemma. The first three subcomponents are optimized using cross-validation.
Both majority voting and weighted voting were used for the sense assignment. In the case of
weighted voting, more weight is assigned to the subcomponent that resulted in higher overall
accuracy on the test data.
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GAMBL (Decadt et al., 2004) is also a WSD word-expert system, which is based on
the AVE-Antwerp system. Two cascaded classifiers are used. The first classifier is the same
as the second subcomponent of the AVE-Antwerp system. The output of this classifier is
used as a feature in the second classifier, which is similar to the first subcomponent of the
AVE-Antwerp system. The difference can be found in the feature set since the output from a
shallow dependency parser is added as a feature. Ten-fold cross-validation is performed using
a genetic algorithm, which has a positive effect on the overall performance.

PNNL (Tratz et al., 2007) is a system that uses a maximum entropy classification algorithm
trained on annotated data. The system trains a classifier for each lemma and part of speech
combination. A rich feature set is used, which includes contextual, syntactic, and semantic
information. The contextual information consists of the three tokens to the left and right of the
target lemma, whereas the syntactic information adds grammatical dependencies. Finally, the
semantic information consists of named entity types and hypernyms. Information Gain is used
to reduce the feature set to the set that is most relevant for each word sense.

SMUaw (Mihalcea and Moldovan, 2001) is a WSD system with several subcomponents.
When a subcomponent is applicable, the output from that subcomponent is used for the sense
assignment. Pattern learning is used as the first subcomponent. The local context of a word
sense is considered a pattern. The disambiguation is performed by querying all available
patterns from the annotated data. The sense belonging to the pattern that has the highest
overlap with the target context is chosen. If no pattern was applicable, instance-based learning
with active feature selection is applied. As a last resort, the MFS is assigned.

The SenseLearner system (Mihalcea and Faruque, 2004) applies two different models
to perform WSD. The first model (Semantic Language Model) is used when annotated data
is available for a target expression whereas the second one (Semantic Generalizations using
Syntactic Dependencies and a Conceptual Network) is used when no annotated data is available.
For the first model, a specific feature set is determined for each part of speech. For example,
for nouns, the local context before the annotated expression is used, whereas both information
before and after the target expression is used for verbs and adjectives. Memory-based learning
is used to train a language model and to predict senses in the semantic evaluation. This first
model has a coverage of 85.6%. The second model aims to enrich the annotated data using
information from a dependency parser and from WordNet. For example, if the dependency
parser identifies a verb-object relation, e.g., drink-water, the sense annotation of the verb
and the noun is used to generalize across this observation using the WordNet hierarchy. For
example, drink-liquid is added to the annotated data since the third sense of liquid as a noun is
a hypernym of the first sense of water as a noun. Again, Memory-based learning is used to
perform WSD.

The UNT-Yahoo (Mihalcea et al., 2007) system is based on the SenseLearner system that
participated in se3-aw. The preprocessing steps of the systems include tokenization, part of
speech tagging, and identifying the multiword expressions as listed in WordNet. Compared
to the model used for SenseLearner, the model is now enriched with three coarse-grained
features. First, the WordNet supersenses are used, i.e., the synsets are mapping to one of the
45 lexicographer files.21 In addition, two tag sets for entity typing are including. As with the
SenseLearner system, memory-based learning is used with the described features to perform
WSD.

21The full list of the 45 lexicographer files can be at https://wordnet.princeton.edu/documentation/
lexnames5wn.
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The Koc University (Yuret, 2004) system combines two Naive Bayes statistical models
to perform WSD, which are trained using SemCor as annotated data. The first uses the local
context as feature values, whereas the second one relies on local collocational information.
The WordNet sense frequencies are used as a prior for the Naive Bayes models. Each model
provides a confidence value for each prediction. The model with the highest confidence is
selected for the sense assignment.

LIA-Sinequa system (Crestan et al., 2001) is a supervisedWSD system, for which a Hidden
Markov Model is used. The main rationale is to overcome data sparsity by first classifying
each expression at a coarse-grained level, i.e., the WordNet lexicographer files. After the
coarse-grained classification, the fine-grained sense is determined. For both steps, SemCor is
used as annotated data.22

Unsupervised knowledge-based

Some systems fully rely on the knowledge in a lexical database and are called knowledge-rich
unsupervised systems.

Babelfy (Moro et al., 2014) is a WSD system that jointly disambiguates nouns and entities.
The lexical database BabelNet is exploited since both entities and word senses are represented
in the resource. A preliminary step for the system is to create so-called semantic signatures,
which are sets of related nodes. The main rationale behind the semantic signatures is to
overcome data sparsity since nodes are related at a coarser level due to the semantic signatures.
When the system is provided with a text to annotate, its first step is to list all possible meanings
of all expressions from a text. Consequently, the candidate meanings are linked to the semantic
signatures. Finally, a dense subgraph is extracted from this representation resulting in the
selection of the best candidate meaning for each expression.

AutoExtend (Rothe and Schütze, 2015) is a WSD system that takes word embeddings
as input and then relies on the formal constraints in a lexical database to extend the word
embeddings to sense and synset embeddings. The central premise of the model is that both
lemmas and synsets are the sum of their senses. The formal constraints consist predominantly
of the synset relations in a lexical database. An autoencoding framework is used to extend the
word embeddings to sense and synset embeddings based on the word embeddings and formal
constraints. Both the input and the output of the model are the word embeddings, whereas
the hidden layers provide the sense and synset embeddings. The resulting sense and synset
embeddings are incorporated into the default IMS system to perform WSD.

Evolutionary game theory is the basis of the WSD-games system (Tripodi and Pelillo,
2017). The main premise is that the approach attempts to weigh the relevance of each of the
context expressions for the disambiguation of a particular target expression. In order to achieve
this, a similarity matrix is created for both the words and their candidate senses. These matrices
are used in a game theoretic approach to weigh the contribution of each of the expressions in
the local context based on the textual coherence.

The Nasari (Camacho-Collados et al., 2016) system takes word embeddings as input and
makes use of the knowledge in BabelNet, most importantly Wikipedia and WordNet, to create
word, synset, and entity embeddings. These embeddings are then incorporated in system
approaches that are evaluated on a variety of NLP tasks: Semantic Similarity, Sense Clustering,
Domain Labeling, and Word Sense Disambiguation. For WSD, a vector is created of the target

22For a discussion on using more types of coarse-grained levels to perform WSD, we refer to Izquierdo et al.
(2007b).
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sentence using the created word embeddings. In the creation of the target sentence vector,
priority is given to context words that are more relevant to the target text as determined by
occurring more than expected in the target text than in a reference corpus. These are then
compared to the synset embeddings of the candidate synsets to come to the sense assignment.

Train-O-Matic (Pasini and Navigli, 2017) is a language-independent WSD system de-
signed to create annotated data that can be used for training a WSD system. First, the Person-
alized PageRank algorithm is used to compute a probability distribution over all vocabulary
words for each word sense. These probability distributions are then used to determine which
sentences are most likely to contain each word sense. For each word sense, the sentences that
are most likely to contain that sense are selected. The resulting automatically annotated data
are then fed into the IMS system to perform WSD.

Knowledge-based with varying degrees of supervision

Some knowledge-rich WSD systems use annotated data as a prior for the sense distributions.
CFILT (Kulkarni et al., 2010) is a domain-driven WSD system, which has a knowledge-

based and a weakly supervised setting. For both settings, the scoring function is central. The
monosemous expressions are annotated first. Then, the remained expressions are annotated
in increasing order of their degree of polysemy. At each step, a scoring function is applied
that makes use of information from corpus co-occurrence, sense distributions, and WordNet
similarity metrics. In the first step of the knowledge-based approach, an unannotated corpus is
selected that matches that domain of the test data (the domain at hand in the evaluation for
this system was the environment). The WordNet graph is restricted to only candidate synsets
whose lemmas occur in this unannotated corpus. In the second step, Breadth-First-Search is
performed to locate connected components of the graph using only the hyponym/hypernym
relation. The scoring function is then used to disambiguate, but using only the top-5 largest
components of the pruned WordNet graph. In the first step of the weakly supervised approach,
a small number of sentences from the domain of the test data are annotated. Based on this
annotation effort, the predominant sense of the most popular nouns is determined. The first
step of the scoring function then makes use of this information. If one of these popular nouns
are found in the test sentence, these nouns are tagged with the predominant sense as learned
from the annotated data. The remaining expressions are iteratively disambiguated in increasing
order of their degree of polysemy.

The UKB system (Agirre et al., 2014) represents synsets as nodes and semantic relations
as edges. The type of semantic relation is not taken into account, meaning that all semantic
relations are represented as undirected edges. The expressions in the local context of the target
sentence are added as nodes to the graph and linked with directed edges to their candidate
synsets. The initial probability mass is then uniformly distributed over the newly introduced
nodes after which the PageRank algorithm (Brin and Page, 1998) is applied over the knowledge
graph. The resulting node weights are multiplied with the sense priors for the final sense
assignment.

Agirre et al. (2018) released an updated version of the UKB system, in which the default
settings are now set to the best-performing ones. We call this system UKB-optimal.

The IIITH system (Reddy et al., 2010) is based on the UKB system and also makes use of
the UKB software. The system computes domain-specific priors by comparing domain-specific
corpora to general domain corpora. A sense prior and an expression prior are computed, whose
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goal is to adapt the initial node and edge weights to the domain at hand. The UKB system is
used to perform WSD with the domain-specific weights.

TheUMCC-DLSI system (Gutiérrez et al., 2013) is very similar to the UKB system, except
that a richer lexical database is used, i.e., BabelNet, as well as the following resources: SUMO
(Niles and Pease, 2001), WordNet Domains (Magnini and Cavaglià, 2000), WordNet Affects
(Strapparava and Valitutti, 2004), Semantic Classes (Izquierdo et al., 2007a), and eXtended
WordNet (XWN) relations (Moldovan and Rus, 2001).

DFKI (Weissenborn et al., 2015) is a WSD system that jointly disambiguates nouns and
entities. The disambiguation is formulated as a continuous, multi-objective optimization
problem. The first step consists of selecting all expressions in a text to annotate as well as their
candidate meanings (either synsets or entities). Before the disambiguation can be performed,
semantic signatures are created using the BabelNet graph, based on the approach by the Babelfy
system. Besides, the probability distributions of the candidate meanings are initialized using
the annotation frequencies derived from WordNet and Wikipedia. There are three objectives
in the approach. First, there is a coherence objective, of which the goal is to determine the
probability distribution of the candidate synsets for each expression by comparing it with all
other candidate synsets of all other expressions. For this step, the semantic signatures are
used. Second, a supervised system is trained to determine the WordNet or DBpedia type of
expression.23 Finally, there is a regularization objective for the candidate priors for entity
expressions. The output from these three objectives is used to determine the disambiguation
output.

WSD-TM (Chaplot and Salakhutdinov, 2018) makes use of Latent Dirichlet Allocation
(LDA) to perform WSD and takes the whole document as input. In the approach, synset
probabilities are modeled instead of topics. Since the probability distributions of synonyms of
a synset are not uniform, these probability distributions are initialized using the information in
WordNet. In addition, a logistic normal distribution is used to model the correlations between
synsets, which is a modification of LDA since topics are typically approximately independent.

Semi-supervised

Recently, there has been a surge in semi-supervised WSD approaches.
IMS+embeddings (Iacobacci et al., 2016), investigate the role of word embeddings as

features in a WSD system. Four methods (concatenation, average, fractional decay, and expo-
nential decay) are used to extract features from the sentential context using word embeddings.
The features are then added to the default feature set of IMS. Exponential decay proves to be
most consistent in obtaining a high performance compared to other methods.

Papandrea et al. (2017) created a Java API for IMS+embeddings, called SupWSD, which
also includes a Natural Language Processing pipeline for preprocessing and feature extraction.

A number of end-to-end neural WSD architectures, i.e., Sequence-to-Sequence (Seq2Seq)
and Bidirectional Long Short-TermMemory (BLSTM), are presented in Raganato et al. (2017b).
The best-performing one, which we call Neural-Sequence, uses a BLSTM algorithm with
attention and two auxiliary loss functions (part of speech and the WordNet lexicographer files).

WSD-RNN (Popov, 2017) combines the word embeddings with lemma embeddings from
an artificial corpus to train an LSTM to perform WSD.

23For DBpedia, the following set was used: “Activity”, “Organisation”, “Person”, “Event”, “Place” and “Misc”.
For WordNet, the 45 lexicographer files were used.
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context2vec (Melamud et al., 2016) and Google-LSTM (Yuan et al., 2016) have relatively
similar approaches. Both first train an LSTM model using a large corpus of unannotated
text. This step makes it possible to predict a target expression embedding which represents
the target expression in its sentential context. Secondly, both use the trained LSTM model
to obtain an embedding for each synset annotation in an annotated corpus. Finally, the two
systems differ regarding the sense assignment. context2vec performs WSD by finding the
sense annotation embedding with the highest similarity to the target expression embedding,
i.e., the similarity is computed at the level of the annotated examples. Google-LSTM averages
all synset annotation embeddings of one particular synset into one synset embedding. The
synset embedding with the highest similarity to the target expression embedding is selected.
In addition to averaging, the Google-LSTM also has a setting in which label propagation is
used. Unannotated expressions are tagged based on their similarity with individual annotated
examples, i.e., no single embedding is computed to represent a single synset.

We conclude this subsection with an analysis of the described systems at the category level.
Figure 2 presents for each WSD category the number of publications for each year.
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Figure 2: For each WSD system category, the number of publications is shown per year. FS
refers to the category fully supervised, KB (S) to Knowledge-based with supervision, KB (U)
to Unsupervised Knowledge-based, and Semi-S to Semi-supervised. The x-axis shows the year
of publication, and the y-axis shows the number of publications in that year for a specific WSD
category.

We observe four main trends in Figure 2. Up until 2010, the WSD field has been dominated
by fully supervised approaches, for which SemCor was usually used as the annotated data.
As of 2010, we observe a shift towards knowledge-based systems with varying degrees of
supervision. The release of BabelNet in 2012 made it possible to exploit semantic relations
between entities and word senses. The first system to exploit these semantic relations was
Babelfy in 2014, followed by DFKI in 2015. These systems make use of the global context,
i.e., the document level, whereas most systems till then relied on the local context. As of 2016,



3.3 Trends in overall performance 31

we observe that the dominant category is semi-supervised. A number of approaches train
language models based on unannotated data. The language models are then used to create
representations for senses and synsets, which can then be used to perform WSD.

3.3.2 Performance over time

In this subsection, we provide an overview of the overall performance of WSD systems over the
years. The goal is to analyze whether systems made important performance steps that indicate
that WSD systems have become more representative for the WSD task.

We inspect this development for the F1 evaluation measure since this is the most common
metric reported. Two WSD all-words evaluations were selected: se2-aw(-v2) (nouns, verbs,
adjectives, and adverbs), and se13-aw (only nouns). These evaluations were selected because of
two reasons. First, these evaluations were and still are popular, meaning that many approaches
have been evaluated on them. Second, se13-aw allows us to inspect specifically the performance
development for nouns, whereas se2-aw evaluates verbs, adjectives, and adverbs in addition
to nouns. For both evaluations, we firstly retrieved the F1 scores of the top-3 submissions
during the official evaluation period. We call submissions during the official evaluation
in-competition. These submissions serve as a benchmark since these scores were obtained
with a short evaluation period and without the possibility to analyze the gold data of the
evaluation. After the end of the official period, systems can still submit system runs, which are
then called outside-of-competition runs. For both evaluations, many system submissions were
submitted outside-of-competition. We retrieved the publications of outside-of-competition
submissions and created the following criteria for inclusion:

1. the F1 score is reported. This filter is needed since it is only possible to compare system
performance if the same evaluation metric is used.

2. the reported scores are competitive with the results of the original evaluation.

3. the scores are published in peer-reviewed venues, which serves as a type of quality control

4. the scores are freely available

5. we only include the best-performing run of a system.

As part of the creation of the WSD Unified Evaluation Framework by Raganato et al.
(2017a), various WSD systems were run on the updated versions of the semantic evaluations
by the creators of the framework. No modifications were made to the original systems. The
systems in question are IMS, IMS+embeddings, context2vec, Babelfy, and UKB. Since no
modifications were made to the original systems, the year of the original system publication is
used in the graphs. For example, this is why it is possible that the IMS system from 2010 is
included in the graph for se13-aw.

Finally, WSD is an active research field, and many new submissions are published regularly.
We retrieved outside-of-competition F1 scores until August of 2018.

In Figure 3, we present the performance on the original se2-aw test set and in Figure 4
the performance on its updated version se2-aw-v2. In Figure 5, we show the performance for
se13-aw. The results from Google-LSTM for se2-aw and se2-aw-v2 are not included in the
graphs since it is not clear which version of the semantic evaluations was used.24

24The original paper states that all word senses were mapped to WordNet 3.0, but it is unclear what was done with
word senses for which it was not possible to map them to WordNet 3.0.
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Figure 3: The development of the F1 score is shown for se2-aw over the years. The x-axis
presents the system names, and the y-axis presents the F1 scores. The year in which the system
was published is shown at the top of the bar. If (IN) is shown after the year, the means that
a system run was submitted and evaluated in-competition. The bar to which stars are added
indicates that this system reported the highest F1 on se2-aw (scores were retrieved till August
of 2018). The color of the edge of a bar indicates the WSD system category. FS refers to the
category fully supervised (AVE-Antwerp, SMUaw, and LIA-Sinequa), KB (S) to Knowledge-
based with supervision (UKB), KB (U) to Unsupervised Knowledge-based (WSD-games),
and Semi-S to Semi-supervised (IMS+embeddings). For IMS, IMS-1M, and AutoExtend, we
were not able to obtain the F1 scores. Instead of Precision, Recall, or F1, Accuracy is used to
report system performance (IMS of 0.69, IMS-1M of 0.68, and AutoExtend of 0.67). Even if
we assume that Accuracy is used as a synonym for Recall, we still need Precision in order to
compute the F1 score, and therefore these systems are not included in the barplot.

Figure 3 presents the overview of the best-performing system runs of se2-aw. The best-
performing in-competition system was the fully supervised SMUaw system (F1 of 0.69),
followed by the also fully supervised systems AVE-Antwerp (F1 of 0.64) and LIA-Sinequa (F1

of 0.62). None of the outside-of-competition systems have been able to outperform SMUaw.
The semi-supervised system IMS+embeddings reported an F1 score of 0.68, which came
closest to the score of SMUaw.
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Figure 4: The development of the F1 score is shown for se2-aw-v2 over the years. The x-axis
presents the system names, and the y-axis presents the F1 scores. The year in which the system
was published is shown at the top of the bar. Since se2-aw-v2 is the updated version of se2-aw,
there was no official evaluation period for the evaluation, and therefore all submissions are
considered outside-of-competition. The scores for IMS, Babelfy, UKB, IMS+embeddings,
and context2vec are the scores reported by the WSD Unified Evaluation Framework (Raganato
et al., 2017a), which ran the original systems on the updated semantic evaluations. The bar to
which stars are added indicates that this system reported the highest F1 on se2-aw-v2 (scores
were retrieved till August of 2018). The color of the edge of a bar indicates the WSD system
category. FS refers to the category fully supervised (IMS), KB (S) to Knowledge-based with
supervision (UKB, UKB-optimal, and WSD-TM), KB (U) to Unsupervised Knowledge-based
(Babelfy and Train-O-Matic), and Semi-S to Semi-supervised (context2vec, IMS+embeddings,
SupWSD, WSD-RNN, and Neural-Sequence).

Figure 4 presents the best-performing systems on se2-aw-v2. Although there are no in-
competition systems, the default IMS system from 2010 serves as a good benchmark (F1

of 0.73). None of the knowledge-based systems can compete with this score. Most semi-
supervised systems (context2vec, IMS+embeddings, and SupWSD) report similar scores to
IMS. SupWSD obtains the highest F1 for this semantic evaluation, i.e., of 0.74, which is only
marginally higher than the score of the IMS system.
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Figure 5: The development of the F1 score is shown for se13-aw over the years. The x-axis
presents the system names, and the y-axis presents the F1 scores. The year in which the system
was published is shown at the top of the bar. If (IN) is shown after the year, the means that a
system run was submitted and evaluated in-competition. The scores for IMS, Babelfy, UKB,
IMS+embeddings, and context2vec are the scores reported by the WSD Unified Evaluation
Framework (Raganato et al., 2017a), which ran the original systems on the updated semantic
evaluations. The bar to which stars are added indicates that this system reported the highest
F1 on se13-aw (scores were retrieved till August of 2018). The color of the edge of a bar
indicates the WSD system category. FS refers to the category fully supervised (IMS), KB
(S) to Knowledge-based with supervision (UMCC-DLSI, UKB, UKB-optimal, DFKI, and
WSD-TM), KB (U) to Unsupervised Knowledge-based (Babelfy, Nasari, Train-O-Matic, and
WSD-games), and Semi-S to Semi-supervised (context2vec, Google-LSTM, IMS+embeddings,
Neural-Sequence, and SupWSD).

Figure 5 presents the best-performing systems for se13-aw. UMCC-DLSI was the best-
performing system in-competition (F1 of 0.65). Many outside-of-competition systems outper-
form this original score. Most semi-supervised systems improve concerning the IMS system.
However, the best-performing systems for this evaluation that purely evaluates the disambigua-
tion of nouns are the knowledge-based systems (DFKI with F1 of 0.73 and WSD-games with
F1 of 0.71). Lexical databases contain the most knowledge, which these systems exploit.

To conclude, our performance analysis over time shows that the improvement of out-of-
competition systems compared to the top in-competition systems is minimal, even though these
systems had access to more (annotated) data, richer lexical databases, and more computing
power. Besides, much more time was available to develop these systems than the original
in-competition systems.

3.4 WSD in-depth performance analysis

In the previous section, we analyzed the overall performance of WSD systems throughout
the years. This analysis at a macro level is informative since it shows which types of system
architectures tend to perform better than others. However, the F1 metric does not provide
insights into the strengths and weaknesses of system performance. Given that the improvement
of the overall system performance has been relatively minor, we emphasize the importance of
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determining on which types of expressions and senses system tend to excel and on which they
underperform. In this section, we analyze the top systems that participated in five all-words
WSD Senseval/SemEval competitions using logistic regression. First, we give an overview
of the data, followed by a description of the data preprocessing. Moreover, we introduce the
selected features followed by the analyses.

3.4.1 Data

Two main data sources are used:

• WSD Semantic evaluations: the following WSD all-words Senseval/SemEval competi-
tions were selected: se2-aw, se3-aw, se7-aw, se10-aw, and se13-aw.

• Participant output: the individual outputs at the token level from all the participant
systems in those SensEval/SemEval competitions. We analyzed the system output that was
made available by the organizers, which means that we only obtained the in-competition
system output. No system output from outside-of-competition systems is analyzed.

We converted allWSD semantic evaluations to the NLP Annotation Framework (NAF) (Fokkens
et al., 2014). NAF is designed to represent linguistic annotations in complex NLP architectures.
The eXtensible Markup Language (XML) is used to structure the information. All competitions
in NAF have been made publicly available on the GitHub platform to enable reuse of this
data.25

We obtained all the token-level outputs from all the participants in the selected SensE-
val/SemEval evaluations and converted them to the NAF format. One XML file has been
created for every evaluation, which contains the output from the participants and the human
annotations. In the same way, all this data has been made freely available on GitHub.26 This is
one excerpt of the XML file for se2-aw:

<?xml version=‘1.0’ encoding=‘UTF-8’?>
<test_tokens corpus="se2-aw">
<token doc_id="d00" token_id="d00.s00.t01">
<gold_keys>
<key value="art%1:09:00::"/>

</gold_keys>
<systems>
<system id="woody-IIT1">
<answer value="art%1:06:00::"/>
<answer value="art%1:09:00::"/>

</system>
<system id="AVe-Antwerp">
<answer value="art%1:06:00::"/>

</system>
...

</token>
...

</test_tokens>

25https://github.com/cltl/WSD_corpora
26https://github.com/cltl/sval_systems



36 Chapter 3 Representativeness of WSD systems

For every test token we store its identifier, the answer sensekeys assigned to it, and the
sensekeys assigned to this token by every participant.

Different versions of WordNet have been employed to annotate the competitions. In most
evaluations, the annotation has been performed at the sensekey level. In se10-aw, the annotation
was performed at the synset level. The corpus of se13-aw was also annotated with links to
Wikipedia and BabelNet, but in order to keep a homogeneous comparison over all competitions,
we restricted the analysis to those instances annotated with WordNet senses and synsets.

3.4.2 Features

Inspired by the analyses reported in Preiss (2006), we selected a number of features to analyze
system performance. All features are instance-based, i.e., they are determined for each test
instance. We include sentence-, expression-, and sense-based features. We describe each
feature as well as the reason it was selected.

The instance-based features are determined using information from the context of a target
expression in a semantic evaluation. We included the following features:

1. sentence length: the number of tokens, i.e., single word expressions, in a sentence. The
goal of including this feature is to analyze whether sentence length contributes to how hard
it is to disambiguate an expression correctly.

2. average sentence ambiguity: the average polysemy of the expressions in the sentence in
which the target expression is located. The objective is to analyze whether a higher average
ambiguity makes it harder for systems to disambiguate correctly. We rounded the values to
one decimal place, e.g., a sentence can have an average ambiguity of 3.1.

Expression-based features consider a specific aspect of an expression, i.e., a lemma. We
included the following features:

1. polysemy: the number of senses an expression can refer to according to WordNet. We are
interested in the effect of polysemy on the system performance.

2. relative frequency (%): the relative frequency of the target lemma expressed as a percent-
age. The feature is included to investigate the role of the frequency of occurrence of an
expression on system performance. The relative frequency (%) is computed as defined in
Equation 4:

100 ∗ # of occurrences of an expression
total # of occurrences of all expressions

(4)

We used the unigram counts from Norvig (2009) for the frequency counts, which we
lemmatized using the NLTK WordNet Lemmatizer (Bird et al., 2009).27 We rounded the
values to two decimal places, e.g., an expression can have a relative frequency of 0.01%.

We included two sense-based features, which are both determined using the gold sense or
synset of a target expression:

1. MFS: we analyze the difference between system performance on the MFS versus on one
the LFS. We lump all LFS into one category, which means that this feature only has two
values, i.e., MFS or LFS.

27The file count_1w.txt was used, which contains the frequency counts for the 1/3 million most frequent words of
the Google Web Trillion Word Corpus (Brants and Franz, 2006).
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2. POS the part of speech of the gold sense. Since only two semantic evaluations include
test instances for adjectives and adverbs, i.e., se2-aw and se3-aw, we did not include those
instances. We analyze the performance on nouns and verb instances.

To extract and represent these features, we create what we have called “data matrices”. For
every system output file of the selected semantic evaluations (se2-aw, se3-aw, se7-aw, se10-aw,
and se13-aw), a matrix was created, where every row represents a particular test instance, and
every column represents a certain feature. Also, we add a column that indicates whether the
system correctly disambiguated the test instance.

3.4.3 Results

In this subsection, we describe an analysis of the top submissions of five WSD all-words
semantic evaluations using logistic regression. The primary motivation is to gain insight into
what features increase or decrease the odds of a WSD system to disambiguate a test instance
correctly. We selected the top-3 submissions of each evaluation for the analysis, which are
presented in Table 3.

System Rank 1 Rank 2 Rank 3
se2-aw SMUaw AVE-Antwerp LIA-Sinequa
se3-aw GAMBL SenseLearner Koc University
se7-aw PNNL NUS-PT UNT-Yahoo
se10-aw CFILT (weakly supervised) CFILT (graph-based) IIITH
se13-aw UMCC_DLSI run 1 UMCC_DLSI run 2 UMCC_DLSI run 3

Table 3: The top-3 ranked system runs are presented for five WSD all-words semantic evalua-
tions: se2-aw, se3-aw, se7-aw, se10-aw, and se13-aw. The UMCC_DLSI system submitted
three runs to se13-aw, where were ranked first, second, and third in the evaluation. The different
runs are all runs with the same system setting.

We opted for a binary response variable that indicates whether a WSD system correctly
disambiguated a particular test instance. We acknowledge that we simplify the multi-class
WSD task by using a binary response variable. This simplified representation suffices for the
current analysis since it allows us to gain clear insights into the types of expressions and senses
that systems excel on and on which they underperform.

For future work, we encourage approaches that analyze the goodness and badness of WSD
output. Wrongly selected senses that are similar or related to the gold sense could indicate
goodness of a WSD system, whereas the opposite could indicate badness of system output.
For example, the expression bastion as a noun can refer to three senses according to WordNet.
The second sense (‘a stronghold into which people could go for shelter during a battle’) and
the third sense (‘defensive structure consisting of walls or mounds built around a stronghold to
strengthen it’) are very similar. The hypernyms of the second and third sense even have the
same hypernym, i.e., the synset with the definition ‘a structure used to defend against attack’.
The first sense is explained in WordNet using the definition ‘a group that defends a principle’
and is located in a different part of the WordNet hierarchy. In our example, it would be better if
a system incorrectly answered the second sense instead of the first sense when the third sense
was the correct answer.
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For the logistic regression, we used the programming language R (R Core Team, 2014). The
function glm was used, with the attribute family set to binomial("logit"). For the categorical
variables (MFS and POS), Dummy Coding is used, which is the default coding scheme for
unordered factors, i.e., categorical variables, in R. One value of the possible values is used as a
reference value, and the other values are compared against this reference value. For POS, the
reference value is noun, and the reference value for the featureMFS is No indicating that one of
the LFS was the gold sense. The reference levels themselves are not shown in the output since
the other levels are contrasted against it. In our analysis, We discarded instances for which
the gold answer is U, i.e., the gold sense is unknown, meaning that we discard 86 instances
from se2-aw, 34 instances from se3-aw, and 10 instances from se7-aw. Also, we do not include
test instance d001.s044.t009 from se3-aw, i.e., Republican-governor/Democratic-legislature
since we were not able to determine the lemma. In total, we include 7,890 test instances: 2,387
instances from se2-aw, 2006 instances from se3-aw, 455 instances from se7-aw, 1,398 instances
from se10-aw, and 1,644 instances from se13-aw. We consider the system output from the
top-3 system runs concerning overall performance. The total number of possible data points is
therefore 23,670. The analysis performed on 23,543 observations since we do not have system
output for 127 observations, which is most likely due to the system not providing an answer
for a subset of the test instances.

The output of the logistic regression analysis can be found in Table 4.

Coefficients Estimate Std. Error z value Pr(>|z|)

(Intercept) -1.076 0.070 -15.314 < 2e-16 ***
sentence length -0.002 0.001 -1.448 0.148
average sentence ambiguity 0.009 0.008 1.175 0.240
polysemy -0.020 0.004 -5.219 1.8e-07 ***
relative frequency (%) -0.108 0.269 -0.400 0.688
pos-verb -0.169 0.048 -3.535 < 0.001 ***
MFS-Yes 3.327 0.041 81.045 < 2e-16 ***

Significance codes: 0“∗∗∗” 0.001“∗∗” 0.01 “∗” 0.05 “.” 0.1 “ ” 1

n=23,543
McFadden’s R squared=0.38
Null deviance: 26691 on 20128 degrees of freedom
Residual deviance: 16601 on 20122 degrees of freedom

Deviance Residuals:
Min 1Q Median 3Q Max
-2.1893 -0.6909 0.4581 0.4857 2.1586

Table 4: For the competitions se2-aw, se3-aw, se7-aw, se10-aw, and se13-aw, the logistic
regression output is shown for the top-3 systems with respect to the overall performance for the
features: sentence length, average sentence ambiguity, polysemy, relative frequency (%), POS
(reference level for Dummy Coding is noun), and MFS (reference level for Dummy Coding is
No). The response variable is whether the system was correct or not on an instance in the test
set.

Table 4 presents the output from the logistic regression on the WSD output of the top-3
systems on five WSD semantic evaluations. The model includes 23,543 observations. We used
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McFadden’s R squared (McFadden, 1973) to assess the model fit, which was 0.38. According
to Domencich and McFadden (1975), a value of McFadden’s R squared between 0.2 and 0.4
indicates a good model fit.

Neither of the sentence-based features, i.e., sentence length (Minimum: 2, Mean: 29.56,
Maximum: 81) and average sentence ambiguity (Minimum: 1, Mean: 5.95, Maximum: 32),
were statistically significant. It is common for systems to use a fixed window to the left and to
the right of the target expression, which might explain why these features had no significant
effect.

Concerning the expression-based features, polysemy (Minimum: 1, Mean: 6.03, Maximum:
63) was found to be significant, whereas relative frequency (Minimum: 0%, Mean: 0.035%,
Maximum: 0.45%) was not. For every unit change in polysemy, e.g., from a polysemy of four
to a polysemy of 5, the log odds of success decrease by 0.020. Our analysis shows that a higher
polysemy leads to more system errors. even given the fact that WSD systems also make errors
on monosemous expressions. In Figure 6, the error rate for monosemous instances is shown
for four competitions:
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Figure 6: The error rate for monosemous instances is shown for the evaluations: se2-aw, se3-aw,
se7-aw, and se13-aw. The error rates of the average of all systems as well as the error rate of
the top system per evaluation are shown.

In Figure 6, the error rate for monosemous instances is shown for each competition (in
se13-aw, the part of speech was given, which is why the error rate is close to 0%). We consider
test instances to be monosemous if a lemma only has one meaning in WordNet in the part of
speech of the gold sense. Overall, the error rate for monosemous instances is relatively high.
Part of speech errors are the main reason for this high error rate.28 In addition, we observe that
in general, the top systems rely on better part of speech taggers, which has a positive effect on
the overall results. Multi-word expressions also cause errors on monosemous instances. This

28Common errors include nouns tagged as adjectives, for example chance, or verbs tagged as nouns, for example
making.
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was one of the reasons that for se10-aw (which has been left out of this graph for readability
purposes), the error rate was close to 100%.29

Finally, we observe significant coefficients for POS (14,349 noun observations and 5780
verb observations) and MFS (14,605 MFS observations and 8,938 LFS observations). The
log odds of success decrease by 0.169 when a verb needs to be disambiguated compared to a
noun instance. This indicates that verbs are harder to disambiguate than nouns. The log odds
of success increase by 3.327 when a MFS instance needs to be disambiguated compared to
an LFS instance. The MFS seems to be a strong predictor for the correctness of an instance.
Figure 7 presents the performance of the top systems when the gold sense of an instance is the
MFS compared to when it is not, i.e., the gold sense is one of the LFS:
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Figure 7: The recall of the top systems per competition is shown on the instances in which the
gold sense is the MFS compared to those instances in which the gold sense is not the MFS, i.e.,
one of the LFS. We discarded instances for which the gold answer is U, i.e., the gold sense is
unknown, meaning that we discard 86 instances from se2-aw, 34 instances from se3-aw, and 10
instances from se7-aw. Also, we do not include test instance d001.s044.t009 from se3-aw, i.e.,
Republican-governor/Democratic-legislature since we were not able to determine the lemma.
We analyze 2,387 instances from se2-aw, 2006 instances from se3-aw, 455 instances from
se7-aw, 1,398 instances from se10-aw, and 1,644 instances from se13-aw.

Figure 7 presents the performance of systems on instances in which the MFS applies and
on those instances in which the MFS does not apply. We observe a very clear trend that systems
perform well on MFS instances, but perform poorly on non-MFS cases. Preiss (2006) make a
similar observation for se2-aw. We hereby note that the difference in performance between
popular and unpopular senses also holds for the other four later semantic evaluations.

29There was a large list of domain specific multi-word expressions to be tagged, such as tidal_zone, pine_marten,
and roe_deer. Most systems failed at recognizing these multi-word expressions. The effect of this was that systems
tagged each token in the expression separately, which made it impossible to tag a word with the correct sense.
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3.5 Discussion

In this section, we discuss the representativeness of WSD systems for the WSD problem based
on the analyses presented in this chapter.

We first observe that the definition of the task has changed through the years. In the earlier
evaluations, e.g., se2-aw, the part of speech and lemma of a target expression were not provided,
which made it necessary for systems to run lemmatizers and part of speech taggers before
running their WSD system on the data. Errors in each of these steps contributed to the problem
space. Besides, we observe that relatively few systems focus on multiword expressions, which
is also a source of errors. However, in later evaluations, e.g., se13-aw, se15-aw, and in all
evaluations in the WSD Unified Evaluation Framework by Raganato et al. (2017a), the lemma
and part of speech are provided, as well as all multiword expressions. Naturally, this raises the
question as to what the definition of the Word Sense Disambiguation task is. Although Natural
Language Understanding would include all preprocessing steps, we acknowledge the value of
restricting the WSD task to mapping an expression to a sense or synset, without obscuring the
system output with errors from other NLP tasks, such as tokenization, part of speech tagging,
and lemmatization.

We analyzed the F1 score development over time for two semantic evaluations that make
use of this more narrow definition of the WSD task: se2-aw-v2 (nouns, verbs, adjectives, and
adverbs) and se13-aw (nouns). Despite the many advances made in computing power and
availability of (annotated) data, the curve for se2-aw-v2 over time is relatively flat. The SVM
used by the IMS system is still able to compete with the embedding-based approaches. For
se13-aw, the improvement is more pronounced. Notable, the knowledge-based approaches
improve over the IMS system. However, the WSD task is far from solved. The best systems do
not represent the full extent of the problem.

The logistic regression of the top-3 system runs for each semantic evaluation indicated
that systems make the least amount of errors on nouns and struggle the most with verbs and
expressions with a high polysemy. However, the most important analysis showed that most
systems perform well on popular senses and perform poorly on unpopular senses.

We argue that both the resources, e.g., the annotated data and lexical databases, as well as
the chosen system architectures, contribute to this bias.

The bias in the resources differs depending on the WSD system category. For fully super-
vised systems, the bias can be found in the annotated data. Many senses will never be assigned
since many senses are not represented in the annotated data. Since most of these unrepresented
senses are unpopular, they will also not occur in the semantic evaluations, which means that
supervised systems will not be penalized for this lack of coverage. However, it does indicate
a lack of representativeness for this type of approach for the overall WSD problem. Also,
supervised systems suffer from the dominance in annotated data. For example, the popular
corpus SemCor contains 226,695 sense annotations.30 Senses with the senseranks one, two,
and three have on average 9.04 annotations in Semcor, whereas senseranks of four and higher
only have 4.36 annotations on average. Even if both a popular and an unpopular sense have
been annotated, the popular one will usually have more training examples making it more
likely to be selected, notable for approaches that rely on some kind of lexical overlap between
the target context and the annotated data. Calvo and Gelbukh (2015) indicate that more popular
senses and synsets are better connected in a knowledge graph, making them more likely to be

30We used the SemCor distribution from the WSD Unified Evaluation Framework (Raganato et al., 2017a) to
compute the statistics. Monosemous expressions were not included in the analysis, i.e., 37,472 annotations.
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chosen by knowledge-based systems. For semi-supervised systems, the bias as discussed for
fully supervised systems applies since these systems also make use of annotated data. We have
not analyzed the unannotated data, which we encourage for future work.

A system architecture can also introduce a bias towards popular senses. Supervised systems
have implemented a number of ways to introduce sense priors in the system designs. For AVE-
Antwerp, the MFS is one of the four classifiers used for voting. SMUaw implemented a
number of classifiers that are only used in certain conditions. In all other cases, the MFS
is selected. The GAMBL system first determines the number of annotated examples for an
expression and selects the MFS if this frequency is below a threshold. The sense frequencies in
WordNet are used as a prior for the Koc University system to initialize the Naive Bayes models.
Finally, NUS-PT, PNNL, IMS, and IMS-1M all select the MFS if no annotated data is available.
The supervision used by some knowledge-based systems also introduce a bias. CFILT uses
the sense frequencies as a component in the central scoring function. UMCC-DLSI assigns
more weight to a node when it is popular according to the annotated data. UKB and UKB-
optimal multiply a sense prior by the node weights that are obtained using the Personalized
PageRank algorithm. Finally, DFKI, IIITH, and WSD-TM all use the priors to initialize the
sense probability distributions.

The bias towards the popular senses in the resources and system architectures makes it
more likely for popular senses to be selected and less likely for unpopular senses to be selected.
The biases create an unbalanced sense assignment. Many systems are representative for mostly
the popular part of the WSD task and to a much lesser extent to the unpopular part of the WSD
task.

Some systems overcome these biases to a degree. The fully supervised SenseLearner
system applies a generalization strategy when no annotated data is available thereby addressing
the lack of coverage in annotated data. LIA-Sinequa and UNT-Yahoo also address the lack
of coverage by disambiguating at a more coarse-grained level, which increases the number
of annotated examples per class. Also, Babelfy and DFKI address the lack of coverage for
unpopular senses in lexical databases by creating semantic signatures, which links nodes at
a coarser level. We encourage these types of systems since they can lead to systems that are
representative for the WSD task.

3.6 Conclusions

Summary In this chapter, we discussed the representativeness of WSD systems for the WSD
problem.

First, we introduced the main components of the WSD task, in which lexical databases play
a central role. They represent both lemmas and senses and provide both descriptive information
about the senses as well of relations between senses. These lexical databases have been used
to annotate raw text, which has led to two types of corpora. First, corpora such as SemCor that
are typically used by WSD systems to create representations of senses and synsets. Second,
semantic evaluations have been annotated, which are used to evaluate system performance.

Second, we described an overview of the WSD system categories. We observe that the
earlier reported systems were almost all supervised, which were followed by knowledge-based
approaches with or without supervision. In recent years, we’ve seen a surge of semi-supervised
approaches. For two popularWSD semantic evaluations, se2-aw(-v2) and se13-aw, we analyzed
the F1 score development throughout the years. We observed that the improvement over time
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for these competitions is relatively minor for all-words and a bit more pronounced for noun
disambiguation.

Finally, we conducted an in-depth performance of WSD systems that participated in one of
five WSD all-words evaluations. We created a feature set designed to gain insight into what
types of expressions and senses systems perform well on and on which they underperform.
There were two main findings. First, the definition of the task has changed over time. Where
many data preprocessing steps, such as part of speech tagging, were part of the WSD task
in earlier competitions, these have been removed from later evaluations. Second, the main
finding of the system analysis was that systems excel on popular senses, but perform poorly
on unpopular senses. In addition, we discussed that this bias is built-in in the annotated data
and lexical databases used for representing senses and synsets as well as in many system
architectures since sense priors are used for initializing the sense probability distributions.
Next chapter In the next chapter, we move our focus to semantic evaluations. We do not just
analyze theWSD semantic evaluations, but also examine evaluations from other disambiguation
tasks. We definemetrics which allow us to analyze their representativeness of theWSD problem
and other disambiguation tasks.


